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In this paper, we present a new approach to solving the problem of sound onset
detection for note based segmentation of musical audio. The more traditional solu-
tion of looking at di�erences in energy, and the more recently prop osedapproach of
using deviations in expected phase characteristics have been combined to produce
a more robust scheme, leading to overall impro vements in detection accuracy.

1. In tro duction

Segmentation of musical audio into note objects requires good note on-
set detection. Moreover, identifying the location of note onset transients
in musical audio is an essential component of many analysis, editing and
synthesis algorithms. The aim of onset detection algorithms is to extract
the start of musical events from the audio signal itself with no previous
knowledgeof content. Theseonsetsare then usedto provide a meaningful
segmentation of the audio in terms of note objects.

Early detection algorithms relied simply on bursts of energy, often with
a frequencyweighting (seeMasri 1). High frequencycontent (HFC) may be
usedwith somesuccessfor a range of signals,particularly those containing
percussive onsets. However, for instruments without wide-band noise-like
energy bursts at note onsets, such as bowed strings, this method yields
poor results. Sub-bandbasedapproachesto onsetdetection have alsobeen
proposed,e.g. Klapuri 2, which look for energy increaseswithin sub-band
blocks. However, thesealgorithms often have poor detection for low notes,
whereonsetenergyis weak. Here, we proposea solution to the onsetdetec-
tion problem which takesadvantage of instabilities in frequency, alongside
energy content to yield an improved onset detection scheme which main-
tains a low computational complexity.
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2. Energy di�erence-based onset detection

At the onset of a note, there will be a clear increasein energy of the sig-
nal. This increasewill be local to the frequency bins associated with the
harmonicsof the new note. We can considerframesof a short-time Fourier
transform (STFT) as vectors with a distance measurebetween them in-
dicating onsetsof new notes. We would expect that the distance will be
negligible in the steady state region of a note, with a high value at the
onset. Let us de�ne a time-domain signal s(mR), whoseSTFT is given by:

S(m; k) =
1X

n = �1

s(n)w(mR � n)e� j 2� nk =N (1)

where k = 0; 1; : : : ; N � 1 is the frequency bin index, m is the hop num-
ber, R is the hop size and w(n) is a �nite-length sliding window. S(m; k)
can also be de�ned in terms of its magnitude jS(m; k)j and phase' (m; k)
(whoseunwrappedversionis denotedas ~' (m; k)). It follows that the energy
di�erence is then:

� E = jS(m; k)j � jS(m � 1; k)j (2)

By considering the evolution of the distribution shape of the � E term, as
described in section 4, onset regionscan be located.

3. Phase-based onset detection

Attack transients are well-localised events in time. As the phase carries
all timing information of an audio signal, it has been proposed that its
analysis returns more meaningful results for onset detection than solely
relying on energy values. According to phasevocoder theory, if presented
with a sinusoid of constant frequency in a noisefree environment, then we
might expect the current phase of the k th bin to be equal to the target
phase:

~' t (m; k) = ~' (m � 1; k) + 
 k R (3)

where 
 k is the frequencyof the k th sinusoid. However, real soundsin non-
ideal conditions fail to comply with this, and instead we might expect our
unwrapped estimated phaseto be the target phaseplus a phasedeviation
~' d(m; k). This deviation can be calculated as:

~' d(m; k) = princarg[ ~' (m; k) � ~' t (m; k)] (4)

where princarg is the principal argument function mapping the phase to
the [� � ; � ] range. The instantaneous frequency of the k th sinusoid can be
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de�ned as the rate of angular rotation, i.e. the unwrapped phasedi�erence
� ' (m; k) divided by the time betweensuccessive frames. The unwrapped
phasedi�erence is simply the di�erence betweenconsecutive estimated un-
wrapped phases.

If the individual k th sinusoid is stable, then instantaneous frequencies
between consecutive frames will be close. Inversely, if the sinusoid is not
stable (i.e. when a new, unpredictable event occurs), the variation between
these frequenciesincreases.This can be summarisedby calculating an in-
stantaneousfrequencydi�erence betweenconsecutive frames. The closeness
of this di�erence to zero is an indicator of the stabilit y of the sinusoid. By
combining previous equations and de�nitions it can be seenthat this is
equivalent to measuring the di�eren tial angle between target and current
phases:

d~' = princar g[ ~' (m; k) � 2~' (m � 1; k) + ~' (m � 2; k)] (5)

Settle and Lipp e 3 proposedthat by thresholding this angle, e�ectiv e tran-
sients / steady-stateseparationcould be achieved. Duxbury et al. 4 showed
improvements to the method by using a multi-resolution front end and de-
veloping an adaptive threshold. Bello and Sandler 5 suggestedthat by
observing the frame-by-frame distribution of di�eren tial anglesfor all k, a
detection function can be createdthat indicates the occurrenceof an onset.
Measuresof the spread and shape of the distribution were used for that
purposeyielding satisfactory results.

However, that implementation is developed within the framework of a
transcription system, thus using long analysis windows to favour multi-
pitch estimation. In the implementation of this paper a shorter window is
used,increasingthe time resolution and allowing real-time implementation.
Given the limited amount of data for each frame analysis, the proposed
measuresof Inter-quartile range(IQR) and kurtosis are discardedin favour
of a more robust statistical measureof the distribution's spread.

4. Com bining phase-based and energy di�erence-based
approac hes

If we look at histograms of the phasedeviation and the energy di�erence,
they sharea similar distribution at transients and steady state regions. We
would expect zero mean for both, with minimum variance at maximally
steady-state regionsof the signal.

This idea can be extended to a two dimensional histogram, as shown
in �gure 2. In this case, it is expected that for steady state regions of
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Figure 1. Evolution over time of 2d his-
togram of amplitude deviation against
phase deviation for a piano piece.
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Figure 2. Detection functions for a piano
signal: spectrogram (upp er), phase-only
(upp er middle), amplitude-only (lower
middle) and combined approach (b ottom)

the signal, components should be clustered at the centre of the histogram,
whereasat transients, the components will be spreadacrossit. The �gure
beginsin a steady state region with all components clustered in the centre
of the histogram. In the third plot, a new note occurs, causing a wider
spreadof the histogram. The signal then gradually settlesback to a steady
state region by the �nal plot.

To quantify this observation, let us consider each vector (the energy
di�erence and the phasedeviation) as a data-set X , such that x 2 X are
the bin-by-bin values. Let f (x) be the probabilit y density function (PDF)
of X . The main idea is to summarisethe behaviour of f (x) in onequantit y,
such that it is maximal when the distribution is spread. If X contains only
a few points, the curve describing the spreadof f (x) acrosstime becomes
noisy (as the data-set is sensitive to small variations). To overcomethis,
we can calculate instead the meanof the distribution of the absolutevalues
of X acrosstime, such that:

� (n) = mean(f n (jxj)) (6)

� (n) is an e�cien t measurewhile dealing with small vectors. It shows a
sharp pro�le that maximises the spread of the distribution. Due to our
choice of window length, the distributions of both the energy di�erence
vector and the di�eren tial anglevector aresensitive to small variations, thus
their spreadsare separately measuredaccording to the above calculation.

However, the similar behaviour of both distributions allows us to con-
sider a combining of frequency/phaseand amplitude deviation approaches
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to yield improvements to using either approach independently . If we suc-
cessfullymeasurethe spreadof each distribution using equation 6, then we
can combine results by multiplying both measuresof spread,such that:

� T (n) = � e(n) � � p(n) (7)

5. Peak-pic king

Note segmentation algorithms in audio require good peak picking of the
detection function. If all peaks are picked, overdetection occurs, so peak
thresholding is required. However, as audio signals can vary greatly in
content over time, a �xed threshold typically achieves poor results. For
this reason,the segmentation algorithm proposedhere usesa peak-picking
algorithm that selectspeaksabove a dynamic threshold.

Each value of the dynamic threshold � t is calculated as the weighted
median of an H -length section of the detection function around the corre-
sponding frame, such that:

� t (m) = Ct median
 2(km ); km 2 [m �
H
2

; m +
H
2

] (8)

Ct is a prede�ned weighting value. Low valuesof Ct increasethe number of
falsedetections,while high valuesof Ct makethe systemmorestrict, leading
to misseddetections. To make the peak-picking algorithm more robust to
multiple detections of each onset, detected peaksmust be separatedby, at
least, a minimum distance of 70ms (corresponding to 14 notes per second
which is a fast for most performances). When several peaks are detected
within the minimum distance, only the highest is kept as a valid onset.

6. Results

The onset detection scheme was tested on a database of musical audio
recordingswhich were hand marked with onsetspreviously to comparethe
algorithms performanceto that of a human listener.

The recordings tested include 3 solo instrumental performancesand a
group performance comprising several instruments with vocals. The solo
signalsprovide the most accuratemeasureasthey are more straightforward
to hand mark accurately. The instruments chosenrepresent a rangeof onset
types (both percussive and non-percussive) as well as a range of musical
styles and tempos.

The total number of onsetsusedin the test signalswas566. The results
were promising, especially when taking into account the range of di�eren t
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Table 1. Onset Detection Results.

STYLE % GD % FP % FN

solo violin 97.85 11.83 2.15

solo piano 98.75 2.75 1.25

solo tabla 92.68 2.75 1.25

pop rock + vocals 93.75 12.50 6.25

onset types within the test-bed. The system in particular appears to be
robust to the signal type, which is not the casewhen using either phase-
basedapproaches which are badly distorted by noise, or energy di�erence
approaches,which are distorted by soft onsets.

7. Conclusions

Whilst either energybasedonset detection approachesand, more recently ,
phasebasedmethods have beenshown to achieve onsetdetection, improve-
ments can be made by using a combined approached. This has the ad-
vantage that instabilities in either detection function are greatly reduced.
Further to this, the combined approach yields sharper peaksat onsets,aid-
ing more accurate detection.
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