
1

Automatic rhythm modi�cation of drum loops
Emmanuel Ravelli,Student Member IEEE, Juan P. Bello,Member IEEE, and Mark Sandler,Senior Member IEEE

Abstract— We propose a novel system able to modify the
rhythm of a given drum loop, known as the original, to match
the rhythmic pattern of a second loop, known as themodel. Our
approach is fully automated, thus eliminating the need for MIDI
sequencing. The presented methodology combines standard and
state-of-the-art techniques for the segmentation and classi�cation
of drum sounds, the matching of drum sequences and the
transformation of the original loop. We discuss the advantages
and disadvantages of the proposed approach and provide links
to examples for the qualitative evaluation of the system's output.

Index Terms— Content-based transformation, rhythm pat-
terns, automatic drum transcription, sequence alignment,audio
effects.

I. I NTRODUCTION

Drum loops are pre-recorded percussive riffs that are designed
to create a continuous beat or pattern when played repeat-
edly. Loops are usually compiled in commercially-available
databases containing several hundreds, or even thousands of
these riffs. These collections are widely-used in computermu-
sic composition and production as a means to generate high-
quality music tracks in a quick and easy manner. However,
loops in a database are often not enough to satisfy the needs
of a composer/producer, who consequently has to create a loop
from scratch using MIDI sequencing. One such case is when
the rhythm of an available loop is satisfactory but its timbre
is not, or viceversa. In those cases, the composer/producer
is limited to the processing possibilities offered by existing
loop-editing software packages (e.g. [1], [2]), where a new
drum loop can only be created by playing back a manually-
manipulated MIDI sequence with sounds extracted from a
given loop. In this paper we propose a novel system that elim-
inates the need for any MIDI sequencing by fully automating
the processes of sound and rhythm analysis, matching and
transformation of existing loops. The user has only to select
anoriginal loop to be rhythmically modi�ed, and amodelloop
whose rhythmic pattern the user wants recreated. The resulting
loop is thus produced without any further human intervention.
Our system operates in three stages (see Fig. 1). First, an anal-
ysis stage (Section II), where the loop is segmented inslices,
such that each slice is classi�ed into one of six categories
depending on its frequency content and whether it occurs on
beat or not. This stage produces two symbolic sequences,
one for each loop, representing the corresponding rhythmic
patterns. A matching stage then �nds the optimal alignment
between the two symbolic drum sequences as described in

E. Ravelli is with the Laboratoire d'Acoustique Musicale, Université Pierre
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Section III. Finally, a processing stage modi�es the original
loop according to the resulting alignment. Two alternative
processing algorithms are proposed: one modi�es the rhythmic
pattern by temporally scaling the duration of events in the
loop, while the other simply re-orders events as required bythe
proposed alignment. The advantages and disadvantages of each
method are discussed in Section IV. Conclusions are given in
Section V.

Fig. 1. Overview of the proposed system for rhythm transformation

II. A NALYSIS

The analysis part of our system is aimed at automatically ex-
tracting a meaningful representation of the rhythm from both,
original andmodelsignals. It starts by temporally segmenting
the successive events of the drum pattern intoslices. On-the-
beat slices are separately tagged to highlight their signi�cance
in the rhythmic pattern. Finally, each slice is classi�ed as
belonging to one of three simple categories:low, mid andhigh;
thus allowing for a simple but ef�cient matching of similar
sounds according to their spectral distribution. The following
overviews the analysis process. For a detailed explanationand
evaluation refer to [3].

A. Slicing and beat tracking

For the segmentation of the signal into slices, we use a
complex-domain onset detection algorithm operating in sub-
bands (see [4] and [5]). As can be seen in the upper plot
of Fig. 2, this method is successful at accurately detecting
the occurrence of drum strokes in the signal. To distinguish
between on-beat and off-beat events we use a simple re-
implementation of the beat tracking algorithm presented in[6].
It estimates the tempo of the loop, which is assumed constant,
and then uses this estimation to produce an event grid that
starts with the �rst detected onset. On-beat events are de�ned
as those located within 30ms of the grid markers.

B. Event classi�cation

At this stage we classify each slice using a simple taxonomy,
where drum sounds are categorized according to their spectral
energy distribution into:low, mid andhigh. Low occurrences
refer to all sound combinations where low-frequency instru-
ments are predominant, e.g. bass drum.Mid occurrences
refer to all combinations where mid-frequency sounds are
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Fig. 2. (a) Analysis: onsets are depicted with vertical lines, and slices
are tagged with their number and identi�ed class (on-beat elements are in
bold). (b) Feature-set used for classi�cation.low and mid occurences have
an energy concentrated respectively on the �rst and last features, whereas the
high occurences arecut.

predominant, e.g. snare-drum, claps, toms, congas, etc.High
occurrences refer to all cymbal-like sounds. The simplicity of
this taxonomy facilitates the classi�cation task, while allowing
for the generalization to a large number of percussive sounds,
both acoustic and electronically generated. Moreover, this
classi�cation, coupled with the tagging of on-beat events,
results in an ef�cient rhythmic representation of the drum
pattern that serves the speci�c purpose of matching similar
drum sounds for automatic rhythm modi�cation. This kind of
high-level representation is, in a sense, close to the playing
style descriptors of [7], which are used to describe rhythmic
content for the task of genre classi�cation.
The features used to describe the spectral content of each slice
are 8 spectrum-related parameters computed during the onset-
detection stage (see [5] for more details). The corresponding
frequency range is between 0 and 1378 Hz. In [3] we demon-
strate how this feature set is well suited for the representation
of the classes in our taxonomy, as energy distributions are
distinct enough to allow clustering in the feature sub-space
(see Figures 2 and 3). In our experiments we have used
an unsupervised technique, the k-means algorithm, to divide
the feature space in 3 clusters, corresponding to our classes.
This technique is advantageous as it is able to generalize
well without requiring the time-consuming creation of a large
and manually-annotated training set, as will be the case for
supervised techniques. Moreover, it usually converges after a
few iterations, thus allowing for a fast implementation.
In [3], this classi�cation scheme was evaluated using a sub-set
of the database used in [8], containing only loops with 3 or
more instrumental classes. Results showed that our combina-
tion of feature set and k-means clustering returned the highest
accuracy (92.39%) when compared to other classi�ers (1-NN
and SVM) and feature sets (as used by [8]). Furthermore, by
dividing the database according to style, it was shown that this
approach was also better at generalizing onunknownsounds.

III. M ATCHING: SEQUENCE ALIGNMENT

After analysis, we can represent a drum loop as a sequence
of characters, each corresponding to one of the de�ned sound
classes: low (L), mid (M) and high (H). Also, we distinctly tag
beat events by using bold face characters. As an example, the
drum loop in Fig. 2 can be represented as:LHMHMHMLML.

Fig. 3. 2-dimensional PCA of the 3-means clustering (top) and feature values
of the cluster centroids (bottom) for two example loops: (left) an electronic
drum loop, containing bass drum (bd), hi-hat (hh) and conga (co); and (right)
an acoustic rock-style loop containing bass drum, snare (s), hi-hat and toms
(to). The upper plots show the cluster centroids (2 ), the cluster boundaries,
and the predominant instrument of each event.

The goal of our methodology is to create a new drum loop,
by using the sounds of one signal, called theoriginal, and
the rhythm of another, called themodel. Let us assume that
both, the original and model loops, have been analyzed and
represented as a sequence of characters. Then, our task can
be reduced, at least at the symbolic level, to �nding the best
possible alignment between these two strings.

A. Optimal alignment, substitution matrix and gap penalty

Automatic alignment of character sequences is a common
problem in bio-informatics (a good reference is [9]). The
problem is to �nd the optimal alignment of two strings (usually
DNA or protein sequences). That is, we are allowed, with a
penalty, to insert gaps (blank characters) in either or bothof
the strings until we obtain two sequences which are optimally
matched. To say that a match is optimal means that its score is
maximum. The score is computed by adding up the individual
scores for each pair of characters in corresponding positions,
after inserting the gaps. These individual scores for a pairof
non-blank characters are speci�ed in advance, in a table known
as the substitution matrixs(a; b), wherea andb are any two
characters representing classes in our taxonomy. Entries in the
matrix can be positive or negative. A positive entry means that
it is good to aligna andb, while a negative entry means that
it is best to keep them apart.
The substitution matrix we use is in Table I. The rationale
for the values in the table is as follows. As for any alignment
task, the best alignment choice is to align a character with
itself, therefore the values in the diagonal of the matrix are
higher. However the rhythmic pattern is mostly de�ned by the
sequence oflow and mid occurrences, which should not be
confused. Consequently, high positive scores are assignedto
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L M H L M H
L 30 -60 0 30 -60 0
M -60 30 0 -60 30 0
H 0 0 10 0 0 10
L 30 -60 0 60 -60 15
M -60 30 0 -60 60 15
H 0 0 10 15 15 20

TABLE I

SUBSTITUTION MATRIX

s(L; L) and s(M; M) entries; while high negative scores are
assigned tos(L; M) and s(M; L) entries. Moreover, as beat
events have a greater in�uence on the de�nition of the rhythm
than off-beat events, we assign even higher values to the entries
s(L; L) ands(M; M). The intuitive importance of differentiating
beat events can be exempli�ed as follows: when aligning a
sequencex of lengthn LMLM(top) and a sequencey of length
m LMLLLM(bottom) without considering beats, the following
three alignments are equivalent:

LML-- M LM- L- M LM-- LM
LMLLLM LMLLLM LMLLLM

However, when considering beat-events, the second alignment
is chosen, thus better preserving the rhythmic structure. The
low scores in all remaining entries of the substitution matrix
re�ect the limited relevance of these events on the description
of a drum loop. The “gap penalty” used in our experiments is
d = 10.

B. The Needleman-Wunsch-Sellers algorithm

Now we are faced with the task of �nding the alignment
that maximizes the score. We use a common solution to
this problem which is based on dynamic programming and
known as the Needleman-Wunsch-Sellers algorithm (see [9]
for a detailed explanation). This algorithm, illustrated in
Fig. 4, operates as follows: (a) a matrixF of size (n +
1; m + 1) is built and the �rst row and the �rst column are
initialized with F [i; 0] = � id and F [0; j ] = � jd ; (b) the
second row is �lled in from left to right using the recursion
F [i; j ] = maxf F [i � 1; j � 1]+ s (x [i ] ; y [j ]) ; F [i � 1; j ] �
d; F [i; j � 1] � dg. In each cell, a pointer is stored that tells
which of the three possible paths was chosen. The process is
repeated from top to bottom. (c) Finally, we create two new
sequencesu andv as follows: starting from the bottom-right
cell we follow the pointers back, such that a diagonal pointer
adds a character to the left of each string, an up pointer adds
a gap tou and a character to the left ofv, while a left pointer
adds a gap tov and a character to the left ofu.

IV. PROCESSING

So far we have managed to represent theoriginal andmodel
loops as sequences of characters, and to �nd an optimal
alignment between them. However, this by itself does not
generate a new,hybrid, signal. To achieve this, we need to
map the sounds of theoriginal loop to the temporal locations
of their corresponding events on the alignedmodelloop. We
propose two alternative solutions to this problem.

Fig. 4. Step-by-step Needleman-Wunsch-Sellers algorithm: (a) The �rst row
and the �rst column are initialized, (b) the second row is �lled in using the
recursion de�ned by the NWS algorithm, and (c) the process isrepeated from
top to bottom and the optimal path is found using backtracking.

A. Time-scaling

Let us de�ne the sequence of onset times corresponding to
the original loop asT = t1; :::; tN , and the sequence of onset
times of themodel loop asT new = tnew

1 ; :::; tnew
N . The goal

is to time-scale the original signal such thatT = T new . This
is done by means of the time-scaling algorithm implemented
in [5], such that the the scaling factorRk of a given slicek
is calculated asRk = ( tnew

k+1 � tnew
k )=(tk+1 � tk ).

When using this method, we can face the problem of a
character being aligned with a gap, which does not have a
corresponding onset time in the model sequence. Therefore
we have to assign this event to a temporal location between
its two neighbors. However, assigning any arbitrary location
will badly affect the rhythm of the resulting loop. To avoid
this, we assign the idle event to the nearest subdivision on
the tempo grid, as calculated in Section II-A. Figure 5(b)
illustrates results obtained using this approach.
As there is no methodology for the quantitative evaluation of
content-based drum loop transformations, we provide demo
audio material for a few examples, including the ones dis-
cussed in this paper, at:www.lam.jussieu.fr/src/
Membres/Ravelli/spl06/spl06.html . Informal lis-
tening shows that, when there is no signi�cant difference in
the number and temporal location of events in both loops,
resulting signals successfully reproduce themodelrhythm with
the original sound and performance characteristics. However,
when number and temporal location of events differ signif-
icantly, it is more likely that highRk will be applied to
the segments, thus considerably distorting the resulting sound.
Also the existence of “idle” events, although matched to the
tempo grid, unavoidably results in the modi�cation of the
modelled rhythm.

B. Reordering slices

Alternatively, we can simply reorder slices. In this approach
we remove and repeat slices as necessary until we exactly
reproduce the rhythm of themodel loop. This is done by
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Fig. 5. Processing: (a) Original loop and its transformations using (b) time-scaling and (c) slice reordering; (d) model loop. Onsets are depicted with vertical
lines, and slices are tagged with their number and class (on-beat elements are inbold)

keeping only the slices which are perfectly aligned, i.e. same
category in both aligned sequences, while removing those
segments which are aligned with a gap or with another
category. The exactmodelsequence is obtained by searching
for occurrences of the same categories of those events that
were removed. To synthesize the new signal, we divide the
original loop into time-domain segments. To avoid artifacts
at the boundaries, an envelope is applied to each slice. This
envelope has a very fast attack, using half of a triangular
window, and a slow decay, using half of a Blackman-Harris
window. Finally, the slices are repositioned in time using the
new onset values (as de�ned byT new ) and then overlap-added.
Figure 5(c) illustrates results obtained using this approach. The
numbers corresponding to the original slices are indicatedon
the new slices.
This approach has the great advantage of being able to exactly
reproduce, sound by sound, themodel sequence. However,
when sustained and overlapped sounds are present, slicing
also adds unwanted artifacts: e.g. the sound of a ride cymbal
on a jazz riff, is “cut” by the following (snare) stroke. This
compares unfavorably with the time-scaling approach, which
maintains the continuity between consecutive segments.

V. CONCLUSIONS

We propose a novel analysis and transformation scheme for
the automatic modi�cation of the rhythm of a drum loop. This
is done according to the rhythmic pattern of a second loop,
known as themodel. The proposed system is an audio effect
that is no longer limited to the analysis and processing of low-
level characteristics of the audio signal, but is rather intended
to use and modify its high-level musical content. This content
is obtained using a combination of state-of-the-art techniques
for onset detection, beat-tracking and sound classi�cation
using a simple taxonomy designed to robustly represent drum
patterns in a manner which is amenable to content-based
modi�cation [3]. The resulting strings are matched using a
sequence alignment algorithm taken from bio-informatics.The
key to this algorithm is the design of a substitution matrix,
which in this work uses our simple musical intuition to
describe the interaction between off and on-beat sounds in a
rhythmic pattern. Finally, we propose two different approaches

to transforming the signal:(i) by using time-scaling, thus
preserving the continuity of overlapping sounds while closely
reproducing the model rhythm; and(ii) by using slice re-
ordering and overlap-add, therefore reproducing the exact
same rhythm, but with the disadvantage of cutting overlapping
sounds. As opposed to commercially-available solutions tothe
creation of new loops from existing ones, our system is able to
truly transform the original signal, while preserving its sound,
dynamics and ornamentations. This results in more natural-
sounding loops which we believe will be of great appeal
to composers and producers. In the future we will perform
listening tests to qualitatively evaluate our system. We will
also study the added bene�t of combining both our synthesis
strategies and the development of a quantitative measure for
the distortion introduced by our transformation.
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